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Abstract. This paper shows that Petri net simulation models are a suitable basis
for using Reinforcement Learning to generate a supervisory control unit in industrial production systems. By modelling control unit functions as transitions and
state information as places and tokens, a timed coloured Petri net model describing a material flow system can be constructed. The transitions form the action
space, while the places and tokens correspond to the observation space of the
Reinforcement Learning agent. To confirm the suitability of the timed coloured
Petri net model a case study of a simple production facility was conducted. Existing python packages were expanded to provide additional timed Petri net functionality. Then a Q-Learning agent was trained on the Petri net simulation model
to perform a simple task. The case study showed that petri nets provide a suitable
model type for training a Reinforcement Learning algorithm and are capable of
modelling all relevant components of a material flow system.
Keywords: Timed coloured Petri net, Reinforcement Learning, supervisory
control unit
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Introduction

Göttlich, Hoher, Schindler, Schleper and Verl showed that simulation models are a
powerful tool in industrial automation for planning and analysing material flow systems
[1]. Important simulation model types include Physics-Engines, which model the system on a low abstraction level. Physics-Engines use physical data such as weight, velocity or friction to describe the system’s behaviour as exactly as possible. [2] Another
simulation model type regularly used in production systems is Petri net models. These
use a higher degree of abstraction and are often used to model systems with concurrent
processes.
Although these simulation models are already widespread in industrial automation,
the introduction of Artificial Intelligence (AI) to industrial systems presents new challenges for simulation technology. AI algorithms require a great amount of data for training. Therefore, to ensure reasonable training times, simulation models need to be very
efficient, as well as able to capture all important aspects of a material flow system.
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One domain of AI algorithms are Reinforcement Learning (RL) algorithms. In RL a
so-called agent decides on actions to take within an unknown environment with the
goal of maximising some output [3]. RL algorithms lend themselves well to constructing supervisory control units for production systems, because no predefined desired
outputs are needed for the training process. Furthermore, an RL algorithm may also
find solutions that are unintuitive to humans.
This paper analyses how Petri net simulation models perform when used within the
context of Reinforcement Learning (RL) in production systems. In a case study a model
of a production facility was created. A simple RL algorithm was trained using the model
to evaluate the model’s performance.
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State of the art

2.1

Material flow control

Material flow can be divided into three disciplines. Firstly, transportation of goods, that
is moving goods via conveyor belts or autonomous vehicles etc. Secondly, handling
goods, which describes positioning an object while maintaining a certain orientation.
Thirdly, storage is defined as an intentional interruption of material flow. [4]
The automation pyramid provides different abstraction levels to analyse industrial
systems. These levels range from the hardware-oriented field level to the business planning-oriented management level. On the supervisory level data is collected and monitored. This level also contains supervisory control systems (SC) which are used for
coordinating processes in distributed systems. This may include production process
scheduling or coordination of storage units.
Material flow systems may be distributed systems, which usually possess a high degree of concurrency. [5] [6] In order to control these concurrent, distributed systems
supervisory control units can be implemented.
2.2

Petri nets

Petri nets are a type of graph-based model which are often used for modelling concurrent processes. As a graph they consist of vertices and edges. There are two different
types of vertices called places and transitions. The edges are directed and may only
connect vertices of different types. A transition represents an action while places represent the preconditions and outcomes of an action. Places may contain any number of
tokens. Transitions consume tokens at their input places and produce tokens at their
output places.
Petri nets may be extended in several ways. Edges can have weights, tokens may be
of different “colour” and the model may be time dependant. Weighted edges define
how many tokens are consumed or produced respectively. In order to model more complex scenarios coloured Petri nets may be used. In a coloured Petri net each token has
a value, which is called the token’s colour. This colour may be arbitrarily simple or
complex. To accommodate for coloured tokens, edges may be assigned arc expressions
which define which and how many tokens are consumed or produced. Additionally, a
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transition may contain any number of bindings which define how tokens are manipulated by the transition. Fig. 1 shows a simple example of a coloured Petri net, where
two tokens of different value are consumed and the token with the larger value is passed
to the output. [7] [8]

Fig. 1. Coloured petri net

To model time dependent systems timed petri nets may be used. According to [8] three
different types of timed Petri nets can be distinguished. Firstly, tokens may be assigned
a time when they are available. Secondly, arcs may delay tokens by a specific time.
Thirdly, transitions may take some time to execute.
Coloured Petri nets have been suggested to be used in an automated production environment. [7] Coloured and timed Petri nets may be combined to create timed coloured
petri nets, suitable for modelling time dependent complex systems. [8] [9]
2.3

Reinforcement Learning

Reinforcement learning is a discipline of machine learning different from both supervised and unsupervised learning. The basic idea is to take a sequence of actions in an
environment to maximize the expected cumulative reward. An agent learns this sequence of actions or policy via exploration of the environment. Choosing an action
transfers the system to a different state. An untrained agent will act randomly and adapt
its policy depending on the reward for the chosen action. [3]
An important issue in reinforcement learning is the balance between exploration of
the environment and exploitation of the acquired knowledge. A simple strategy to address this issue is using the epsilon-greedy algorithm. This algorithm either chooses the
best action according to its knowledge or a random action. Epsilon defines the balance
between exploitation and exploration [10].
A simple example of a reinforcement learning algorithm is Q-Learning. This algorithm decides on the next action based on potential future rewards. Information about
possible rewards for each state and action pair is stored in the Q-table. The set of all
actions is called action space, while the set of all possible observable system states is
called observation space. The Q-matrix maps each state action pair to some numerical
value indicating the quality of that action in that state. The Q-values of the current and
previous states are updated according to the reward. [3]
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Petri net model as a basis for reinforcement learning in
production systems

Petri nets provide a useful tool for creating models of production facilities based on
which reinforcement learning algorithms can be trained. Petri nets are highly suitable
for modelling production systems, as shown in e.g. [11] and [12]. While physics-based
models simulate dynamic processes in a lot of detail, a petri net model reduces complex
processes to the firing of a single transition. Petri net models can capture all aspects of
a material flow system at a medium abstraction level. This corresponds well with the
tasks at the supervisory level of the automation pyramid. The firing of a transition represents a function call on a supervisory control unit. The tokens and places in a petri
net model show an abstracted view of the system state. In a production facility different
objects and datatypes need to be distinguished. Coloured petri nets lend themselves
well to that. For example, in a coloured petri net tokens may represent concepts as simple as the value of a binary sensor or as complex as the internal state of a product.
Another important aspect of coordinating production processes is time. Every execution
of a function takes a certain time, which needs to be represented in the petri net model.
Hence, each transition must be assigned a delay depending on the corresponding function’s execution time. Therefore, a timed coloured petri net model captures the complexity as well as the time dependency of production systems.
A timed coloured petri net model of a production system may be generated by modelling possible actions or function calls as transitions and constructing adequate places
and token values for the observable system data. Such a petri net model can be used as
an environment for a reinforcement learning agent. The set of transitions in the petri
net forms the action space for the RL algorithm, while the model’s tokens and places
build the observation space. During training no feedback from a real system is required.
Using a petri net simulation model allows for fast training times and ensures that no
damage is done to the real system. During training the RL agent selects one of the
possible actions from the action space resulting in the respective transition being fired.
Rewards are given based on the state of the environment. When training is finished the
agent can serve as a supervisory control unit. To deploy this supervisory control unit,
actions need to be translated to valid function calls and the system data needs to be
observed and processed to be interpretable for the RL controller.
In order to construct a suitable model certain requirements need to be met: Firstly, a
set of possible function calls needs to be established beforehand. Secondly, the system
state needs to be measurable to determine adequate places and token values. Thirdly,
to deploy the supervisory control unit a mode of constructing the current observation
from the production data needs to be established.
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Case study

In chapter 3 petri net simulation models were found to be feasible as an environment
for a reinforcement learning agent in the context of production systems. To confirm
these findings a case study was conducted.
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4.1

Petri net model construction

The case study is based on a model factory capturing different aspects of material flow
systems, see Fig. 2. The exit and assembly section present an aspect of product modification. The aspect of transportation is captured with the rotary table, whereas the entry
and storage sections each contain a storage unit.

Fig. 2. Model factory

The facility contains an entry storage where materials for the product are stored. There
are different types of parts at the entry: transport carriages, lower half and upper half of
the product. The lower half of the product can be of two different colours. After assembling the parts of the product, the goods are transported to the rotary table. The rotary
table is capable of moving goods to the exit or the storage unit and can transport goods
between the storage unit and the exit. The exit of the factory consists of a product deposit and an assembly station. Rivets need to be added to the product at the assembly
station. Based on this layout the petri net model shown in Fig. 3 was designed.

Fig. 3. Petri net simulation model
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At the bottom right the three places Transport, Lower goods and Upper goods represent
the entry storage units. The number of tokens at these places represent the number of
goods in the storage. As the lower half of the product may be of two different colours,
the tokens at Lower goods may be of value 1 or 2. The token that is created at Assembled
goods when firing Assemble goods is of the same value as the token consumed at Lower
goods. Transitions RT Storage to RT Exit, RT Exit to RT Storage, RT Entry to RT Exit,
RT Entry to RT Storage move goods across the rotary table between the storage, entry
and exit sections. As these actions are mutually exclusive the additional place RT ready
was implemented. When one of these transitions is fired, the token at this resource place
is consumed temporarily while the transition is active. Firing transition Install rivets
assembles the product using the rivet tokens from the place Rivets. To represent an
assembled product the value of the token is increased by 2. That means the value of the
token changes to 3 or 4 respectively. Remaining transitions represent conveyor belts
and move tokens across the factory. Tokens delivered to the storage unit or the exit are
stored there indefinitely.
The implementation of the petri net model was done using the Python Snakes/tpn
toolbox by Franck Pommereau [13]. For this case study each transition was assigned a
time. When executing a transition, the tokens at the input places are destroyed instantly
and the transition is set to active. The token is forwarded to the output place after a
delay. The Snakes/tpn toolbox was extended to accommodate timed transitions. 1
4.2

Scenario

For the evaluation of the model a test scenario, including a simple task was defined. As
described above products of colours 1 and 2 are present. To complete the task the products must be assembled first. Then, assembled products of colour 3 must be moved to
the exit and products of colour 4 must be moved to the storage. The scenario starts with
the parts required for producing three products at the entry storage and as many rivets.
In this scenario products may not be on the same place at the same time. Doing so
results in a collision which is considered a failure.
To evaluate the applicability of the petri net model as an environment for a reinforcement learning agent, a simple Q-Learning algorithm was implemented. The agent
is rewarded for correctly depositing a product and punished for falsely depositing a
product or producing a collision. To encourage efficient solutions each firing of a transition is slightly punished. This means that a solution that uses as few transitions as
possible is preferred. Finally, a timeout was defined after which the scenario is reset.
4.3

Results

The algorithm was trained for 100,000 episodes. As a baseline for comparison a purely
random agent was used. This random agent will always pick a random action and never
improve upon his behaviour. Fig. 4 shows the floating average of the number of correctly deposited tokens over the episodes. The orange line corresponds to the random
1

https://github.com/sarahRiedmann95/PetriNetSimulationModelForRL.git
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agent and the blue line to the agent trained based on Q-Learning. One can see that the
random agent performs badly, while the other agent improves over time. While the
optimal number of correctly deposited products is 3.0, the trained Q-Learning algorithm
reaches an average of approximately 1.5 correctly deposited products.

Fig. 4. Comparison of trained and random agents
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Conclusion

The case study showed that petri nets provide a suitable model type for training an RL
algorithm. Even a simple RL algorithm such as Q-Learning delivered considerable improvements when compared to a random agent. The direct correspondence between an
agent’s actions and a petri net model’s transitions facilitates the integration of the algorithm and the simulation model.
Furthermore, petri net models are flexible enough to model all relevant components
of a material flow system. Using coloured petri net models complex aspects of production facilities can be easily modelled. If required timed petri nets can be used to handle
time dependencies. Because of the higher degree of abstraction when compared to other
model types such as physics engines, the resulting Petri net model is computationally
inexpensive and relatively simple to construct.
The petri net’s degree of abstraction corresponds well to the supervisory level in the
automation pyramid. Therefore, petri net models are especially useful when constructing a supervisory control unit with an RL algorithm. In this case the simulation model
is easiest to construct when higher degree functions are already predefined.
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Outlook

Q-Learning cannot evaluate the similarity between system states. As such it is not ideally suited for modelling material flow systems handling lots of units simultaneously,
as can be seen from the mediocre performance in the case study (Fig. 4). This is because
in such systems there are many possible states that differ only in minute details, such
as the type of a single product. Therefore, it is imperative to conduct research into other
RL algorithms that may be better suited for this type of task.
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